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ABSTRACT 

State-of-the-art Bayesian Network learning algo-
rithms do not scale to more than a few hundred vari-
ables; thus, they fall far short from addressing the 
challenges posed by the large datasets in biomedical 
informatics (e.g., gene expression, proteomics, or 
text-categorization data). In this paper, we present a 
BN learning algorithm, called the Max-Min Bayesian 
Network learning (MMBN) algorithm that can induce 
networks with tens of thousands of variables, or al-
ternatively, can selectively reconstruct regions of 
interest if time does not permit full reconstruction. 
MMBN is based on a local algorithm that returns 
targeted areas of the network and on putting these 
pieces together. On a small dataset MMBN outper-
forms other state-of-the-art methods. Subsequently, 
its scalability is demonstrated by fully reconstructing 
from data a Bayesian Network with 10,000 variables 
using ordinary PC hardware. The novel algorithm 
pushes the envelope of Bayesian Network learning 
(an NP-complete problem) by about two orders of 
magnitude. 

1. Introduction 
Bayesian Networks (BN) is a formalization that has 
proved itself a useful and important tool in medicine 
for building decision support systems [2] and in bio-
informatics for discovering gene expression pathways 
[4]. Automatically learning BNs from observational 
data has been an area of intense research for more 
than a decade yielding practical algorithms and tools. 
The BN representation and learning algorithms natu-
rally lend themselves causal modeling and causal 
discovery [5]. 

 Despite the great advances in BN learning tech-
niques, they have not yet proved themselves up to the 
challenge posed in a number of current domains, such 
as gene expression, proteomics, and text categoriza-
tion. Current techniques only scale up to a few hun-
dred variables in the best case. For example, the pub-
lic available versions of the PC [10] and the TPDA 
(also called PowerConstructor) [6] algorithms accept 
datasets with only 100 and 255 variables respec-
tively, indicating the expectations of the inventors 
regarding their scalability. 

In this paper, we present a BN learning algorithm 
called Max-Min Bayesian Network (MMBN) that is 
able to scale up to tens of thousands of variables, thus 
pushing the envelope of BN learning by about two 
orders of magnitude. When compared with a variety 
of state-of-the-art methods in the field on a small 
dataset, it exhibits improved quality of output. In 
addition, the performance of the algorithm is still 
excellent in reconstructing from data a BN with 
10,000 variables using 1000 training instances. 

MMBN has an additional important advantage 
over the previous methods: it is an anytime algorithm 
in the sense that one can stop it at any time and re-
cover only an area of interest around a target variable 
T instead of the full BN. The longer the algorithm is 
allowed to run, the larger the reconstructed area 
around T will be. This property allows the algorithm 
to learn at least parts of extremely large networks; 
this is empirically demonstrated with a proof-of-
concept experiment. 

2. The Max-Min Bayesian Network (MMBN) 
Algorithm 
Bayesian Networks (BN) [10] are mathematical ob-
jects that compactly represent a joint probability dis-
tribution J among a set of random variables Φ (also 
called nodes) using a directed acyclic graph G. 

As a first step, MMBN discovers the edges of the 
BN, and in the second step orients them. However, 
for the rest of the paper we only focus on the first 
step of edge discovery. The orientation phase of the 
PC algorithm or a constrained hill-climbing search-
and-score in the fashion of the Sparse Candidate [3] 
can then be used for edge orientation. Edge identifi-
cation is important by itself since an edge between 
variables X and Y under certain conditions corre-
sponds to a direct causal relation between the two 
variables, i.e., X directly causing Y or vice versa [5, 9, 
10]. Thus, edges may be used to generate accurate 
hypotheses for causal discovery. 

Since there may be many BNs that can capture the 
data joint distribution, the question is which one will 
MMBN discover? In [10] it is proved that all BN that 
are faithful to the same joint data distribution have 
the same set of edges. This unique set of edges is the 
one discovered by MMBN. A BN is faithful to a joint 
distribution if all and only the independencies in the 
distribution are entailed by the Markov Condition. 



MMBN (Figure 1) is based on a local discovery 
algorithm called Max-Min Parents and Children 
(MMPC) that identifies the parents and children set 
of (i.e., all variables with an edge to or from) a target 
variable of interest T. MMBN calls MMPC for all 
variables as targets and returns the edges discovered. 

The real work in the global learning algorithm is 
done by MMPC (Figure 1). MMPC is based on tests 
of conditional independence and measures of associa-
tion. By definition, X is independent of T given Z iff 
P(X;T|Z) = P(X|Z)P(T|Z) and is denoted as 
Ind(X;T|Z). The implementation of conditional tests 
of independence is based on the χ2 test of the G2 sta-
tistic and is explained in detail in [10], also used in 
[8]. The standard 5% threshold on p-values was used 
to reject independency and accept dependency. 

 In a BN faithful to its joint distribution, a variable 
X has an edge to or from T if and only if it is 
conditionally dependent with T given any other 
subset Z [10]. MMPC provides an efficient way of 
testing whether the above condition holds.  

MMPC discovers the parents and children of T us-
ing a two-phase scheme In phase I, the forward 

phase, variables enter sequentially a candidate par-
ents and children set, from now on denoted as CPC, 
by use of a heuristic function. The heuristic is admis-
sible in the sense that variables with an edge to or 
from T and possibly more will enter CPC. In phase 
II, the backward phase, MMPC removes all false 
positives that entered in the first phase.  

MMPC first includes in CPC the variable with the 
highest univariate association with T. MMPC 
chooses to include next into CPC the variable that 
exhibits the maximum association with T conditioned 
on the subset of CPC that achieves the minimum 
association possible for this variable. Intuitively the 
heuristic is justified as follows: select the variable 
that, despite our best efforts to make it independent of 
T (i.e., considering the minimum association condi-
tioned on all possible subsets of CPC) has the high-
est minimum association with T among all other can-
didate variables. In the second phase false positives 
are removed when a subset of CPC is discovered 
conditioned on which they become independent of T. 

As a measure of association, (function assoc in the 
pseudo-code of Figure 1), we used the negative p-
value returned by the χ2 test of independence: the 
smaller the p-value, the higher the association. Any 
other reliable statistical test of independence and 
measure of association can be employed. 

In general, the tests of conditional independence 
and measures of association contain an exponential 
number of free parameters to be estimated to the size 
of the conditioning set. Unless this size is restricted, 
the estimation of the parameters and the tests them-
selves become unreliable. In our implementation, we 
do not perform any tests or measures of association 
when there are less than five training instances per 
parameter (cell in the G2 table) to be estimated, in a 
similar fashion as in [10] and the PC algorithm. This 
restriction limits the number of subsets that have to 
be tried at Lines 10 and 18 in Figure 1 and signifi-
cantly speeds up the algorithm. However, it may al-
low false positives to enter the output.  

The unrestricted MMBN returns all and only the 
true edges under two assumptions: (i) there exist a 
BN faithful to the joint probability distribution of the 
data, and (ii) the statistical tests of independence and 
measure of associations are reliable. Its correctness is 
a corollary of the correctness of MMPC in [1]. 

3. Simulating Large Bayesian Networks 
Typically, BN learning algorithms are tested on ran-
domly generated networks, or networks that have 
been used in real Decision Support Systems, so that 
the structure of the network is known and can serve 
as a rigorous gold standard. Networks from real sys-
tems are expected to be a better representative sample 
of distributions likely to be encountered in practice. 

MMBN(Target T; Data D)  
“Returns the edges in the BN that faithfully captures the 
joint data distribution” 
1. For all variables X 
2.    Run MMPC(X, D) 
3. End For 
5. Edges = {edges (X, Y) such that X∈ MMPC(Y, D) or 

Y∈ MMPC(X, D)} 
6. Return Edges 
 
MMPC(Target T ; Data D)  
“Returns the parents and children of T” 
Phase I: Forward 
7.  CPC = ∅  
8.  Repeat 
9.    For every variable X find 
10.       minassocset(X)=subset s of CPC that minimizes 

assoc(X;T|s) 
11.  End For 
12.  F=variable of Φ – ({T}∪ CPC) that maximizes 

assoc(F;T|minassocset(F)) 
13   If ¬ Ind(F;T|minassocset(F)) 
14.      CPC = CPC ∪  F /* Add X  to CPC */ 
15.  End If  
16. Until CPC has not changed 
 
Phase II: Backward 
17. For all X∈ CPC 
18.   If ∃ s⊆ CPC s.t. Ind(X;T|s) 
19.      CPC = CPC – X  /* Remove X from CPC */ 
20.   End If  
21. End For 
22. Return CPC 

Figure 1: Algorithms MMBN and MMPC. 



Unfortunately, there are currently no publicly avail-
able Bayesian Networks used in real systems of the 
sizes required for our experimental purposes.  

Instead of relying on randomly generated BNs, we 
invented a new method for generating large real-like 
BN. The method tiles multiple copies of smaller real 
BNs in a way that guarantees the structural and prob-
abilistic properties of the tiles remain the same as in 
the originating networks. 

The structural properties are maintained by only 
adding relatively few randomly chosen edges to in-
terconnect the tiles. Preserving the probabilistic prop-
erties of the tiles is guaranteed as follows. If a tile 
with variables Φ has a joint distribution in the origi-
nating network denoted by P(Φ) and a marginal joint 
distribution in the large tiled network denoted by 
P′(Φ), then we impose the constraint that P(Φ)= 
P′(Φ). In our implementation the free parameters of 
the new conditional probability tables, generated by 
the addition of new edges are selected with uniform 
probability while respecting the constraints P(Φ)= 
P′(Φ). The details of the method are omitted due to 
lack of space. 

4. Experimental Results 
Experiment 1: MMBN Outperforms State-of-the-
art BN Learning Algorithms. 

The first set of experiments compares MMBN with 
state-of-the-art BN algorithms, namely PC [10], 
TPDA [6], and the Sparse Candidate algorithm [3]. 
MMBN is implemented using Matlab 6.5, while for 
the rest of the algorithms we used the publicly avail-
able versions and default values. One thousand train-
ing instances were generated by randomly sampling 
from the distribution of ALARM, a BN used in a 

medical diagnosis decision support system [2]; the 
data were then fed to the algorithms.  

As a measure of comparison we used the sensitivity 
and specificity in edge discovery. The sensitivity of 
an algorithm is the ratio of correctly identified edges 
over the total number of edges in the original net-
work. The specificity is the ratio of edges correctly 
identified as not belonging in the graph over the true 
number of edges not present in the original network. 

An algorithm can achieve perfect sensitivity or 
specificity by including or excluding respectively all 
edges from the output. Thus, a combined measure of 
these statistics is needed. One such possible measure 
is the Euclidean distance of the sensitivity and speci-
ficity from the perfect score of 1: 

2 2(1 ) (1 )d sensitivity specificity= − + −  
The area under the ROC curve could not be used be-
cause the Sparse Candidate does not have a suitable 
parameter to vary and create the corresponding curve, 
while the rest of the algorithms provide few points on 
the curve for a large number of different thresholds. 

The results are shown in Table 1. All algorithms 
took less than a couple of minutes to complete on a 
Pentium Xeon with 2.4GHz. MMBN outperforms all 
other state-of-the-art global BN learning algorithms 
on this task. 

Experiment 2: MMBN Reconstructs a 10,000 
Variables BN with Excellent Quality. 

The second experiment demonstrates the scalabil-
ity of MMBN. A network with approximately 10,000 
variables was created by tiling 270 copies of 
ALARM as described in Section 3. Again, a thousand 
training instances were randomly generated from the 
network and MMBN was run to identify the edges in 
the networks. The results are shown in Table 2. 

The first observation is that MMBN scales up very 
well to a large network with relatively small decrease 
in quality (keeping constant the size of the training 
sample). With MMBN, ordinary hardware is enough 
for experimentation with networks of the size en-
countered in a number of challenging biomedical 
domains. This is especially true considering MMBN 
is implemented in Matlab and has not yet been opti-
mized for performance. Additionally, MMBN is an 
easily parallelizable algorithm. 

Another observation is that specificity increases as 
the number of variables increase. Other preliminary 
results not reported here also confirm this observa-
tion. Increasing the number of variables in relatively 
sparse networks increases the number of true nega-
tives. Thus, the results suggest that the rate of in-
crease in false positives (that reduce specificity) is 
lower than the rate of increase of true negatives.  

Algorithm Sensitivity Specificity Distance 
PC 98% 93% 7% 
TPDA 91% 96% 9% 
SC/MI 98% 94% 6% 
SC/Sc 96% 94% 7% 
MMBN  98% 95% 5% 

Table 1: Results on ALARM. SC/MI and SC/Sc stand 
for Sparse Candidate with the Mutual Information and 
Score heuristic respectively. k=10 was used for Sparse 
Candidate (slightly worse results were obtained for 
k=5).  

Algorithm Sens. Spec. Dist. Time 
MMBN 81% 99.9% 18% 62 hours 

Table 2: Results of MMBN on a 10,000 variables tiled 
ALARM and 1000 training instances. Statistics re-
ported are on the task of edge rediscovery. Time meas-
ured on a 2.4GHz Intel Pentium Xeon with 2GB of 
memory. 



Experiment 3: MMBN for Selective Local Recon-
struction 

When the number of variables is extremely large, 
e.g., half a million or so as in certain proteomics 
datasets, then not even MMBN is able to fully recon-
struct the BN within a reasonable amount of time. In 
such cases, selective reconstruction of an area around 
a target node T may be the only option for a practi-
tioner who wants to develop a causal theory targeted 
around T. 

For the third set of experiments we modified 
MMBN to return the area of a BN of radius d edges 
away from a node T (denoted as A(T, d) ), for all 
variables T and depth d=1,2,3,4. This is done using a 
breadth-first-search staring with T, then discovering 
the parents and children of T, then the parents and 
children of the parents and children of T and so on 
recursively. 

The sensitivity of the algorithm is the ratio of cor-
rectly identified edges as belonging in A(T, d) over 
the true number of edges in A(T, d). The specificity is 
ratio of the edges correctly identified as not belong-
ing in A(T, d) over the true number of edges not in 
A(T, d). Notice, that the true number of edges not in 
A(T, d) is any edges not in this region but also any 
possible edge among variables not in A(T, d). The 
results are shown in the Table 3. 

The first observation is that specificity is almost 
100% (up to four digits accuracy). This is because 
there is a quadratic number of potential edges, in this 
case 10,000(10,000-1)/2, most of which are true 
negatives for any small area A(T, d) and the algo-
rithm returns only a small fraction of these as false 

positives. Secondly, the average sensitivity (# of 
edges – # of false negatives)/(# of edges) of 81% 
(Table 2) is slightly different than the average of sen-
sitivity of 79.17% (Table 3) over all targets for depth 
1 (# of edges to/from T – # of false negatives around 
T)/(# edges to/from T).  

Sensitivity for depth one is encouraging for the ex-
perimentalists: on average about 80% of direct causes 
and direct effects were identified with purely compu-
tational methods and no experiments. However, sen-
sitivity quickly deteriorates with depth. The explana-
tion is presented with an example. Figure 2 shows the 
reconstructed area around variable with index 721 in 
the network. The textured nodes and the edges be-
tween them are the ones correctly identified by 
MMBN using a breadth-first-search strategy. At 
depth 1 MMBN misses only a single node (717) 
when identifying the parents and children of node 
721 and has sensitivity of ¾ =75%. However, miss-
ing the single node 717 is an error that propagates. 
Since, MMBN could not discover that the node be-
longs in the desired area to be reconstructed it did not 
expanded it, causing it in turn to miss the edges 
among nodes 718, 719, 734, and 716. The sensitivity 
at depth two is 6 correctly identified edges over 14 
edges (42%), which is much lower than the sensitiv-
ity for depth one (75%). Had MMBN ran MMPC for 
node 717 (as it would have for a full reconstruction) 
the edges to variables 718, 719, 734, and 716 would 
have been discovered. Because errors propagate in 
general, we expect the error of selective local recon-
struction to increase exponentially with increasing 
depth. 

Summary of Experimental Results 

The experiments constitute a proof-of-concept that 
MMBN outperforms current BN learning algorithms 
and in addition it scales up to very large networks 
with minimal quality degradation when the task is 
undirected edge identification. By focusing on edge 
identification and taking a local approach, selective 
reconstruction of targeted areas is also possible. 

For an experimentalist our evaluation suggests that 
using MMBN (i) discovery of complete causal theo-
ries is possible with excellent quality for very large 
networks like the ones encountered in biomedicine, 
(ii) discovery of direct causal relations around a tar-
get variable T is possible with excellent quality for 
very large networks, and (iii) selective reconstruction 
is possible, albeit more difficult because of error 
propagation and accumulation.  
5. Discussion and Conclusions 
In this paper, we introduce the new algorithm 
MMBN for BN learning that in preliminary experi-
ments outperforms other state-of-the-art algorithms 

Depth Sens. Spec. Dist. 
1 79.17% 100.00% 20% 
2 67.48% 100.00% 32% 
3 59.56% 100.00% 40% 
4 52.84% 100.00% 53% 

Table 3: Results of MMBN on a 10,000 variables tiled 
ALARM and 1000 training instances. Statistics reported 
are for the task of reconstructing an area of radius d 
around a target T. The statistics shown are the averages 
over all variables. 
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Figure 2: Reconstructed area of radius 2 by MMBN 
around target 721 in 10,000 variable tiled ALARM. The 
textured nodes are true positives.



and additionally, scales up to large BN with minimal 
degradation of quality. In addition, we show how 
MMBN can be used to selectively reconstruct tar-
geted areas around a variable T. 

The first provably correct local BN learning algo-
rithm is the Grow-Shrink algorithm for discovering 
Markov Blankets instead of parents and children sets 
in [8]. Like MMPC it was then used as part of a 
global BN learning algorithm. The Incremental Asso-
ciation Markov Blanket algorithm [12] improves over 
the Grow-Shrink by employing a dynamic variable 
ordering heuristic. MMPC however, solves a differ-
ent problem than Markov Blanket discovery, that of 
parents and children identification. LCD2 [7] is an-
other local algorithm but in a different sense: it iden-
tifies a subset of the edges in the network but does 
not focus on a targeted area. 

MMBN scales-up over PC and TPDA (two other 
constraint-based algorithms) for two reasons: it uses a 
powerful heuristic to identify potential members of 
the parents and children, and a different strategy for 
the order of performing tests of independence. In 
addition, compared to Bayesian search-and-score 
methods such as the Sparse Candidate or greedy hill-
climbing, it first solves a relaxed version of the BN 
learning problem; that of structure identification. In 
contrast, current search-and-score methods identify 
and direct edges simultaneously.  

Scalable algorithms are essential for two reasons. 
The first is that a number of significant datasets in 
biomedicine uses sizes of variable sets outside the 
current reach of BN learning algorithms. The second 
reason, indicated by our experiments, is that full BN 
learning may be necessary in order to achieve accept-
able quality of local reconstruction, in particular re-
garding sensitivity. 

In turn, local algorithms are important because in 
the worst case, full reconstruction is impossible ren-
dering local edge identification the only currently 
available way of forming a local causal theory. For 
discovery of direct causal relations (depth one) the 
preliminary results are excellent and deteriorate only 
for indirect causality. Finally, local algorithms are 
important for variable selection. The Markov Blanket 
of a target variable, as shown in [11] is the minimum 
variable set that achieves optimal classification accu-
racy under certain conditions. The Markov Blanket of 
T is contained within an area of radius two edges 
around the target. 

The sizes of datasets that are currently encountered 
in gene expression reach 12,000 different genes, 
while the true number of genes in the human genome 
is estimated in the neighborhood of 30K to 50K. In 
proteomics, the estimated number of different pro-
teins in the human body is of the order of half a mil-
lion, and in text categorization there are tens of thou-

sands of different words in most corpora. Finally, in 
time stamped data the number of variables is the 
number of observed quantities is multiplied by the 
number of time steps. The presented algorithm is a 
first step in addressing the challenges these datasets 
pose for BN modeling and causal discovery.  

Experiments are under way to determine the qual-
ity of directing the edges locally and globally using 
MMBN, superiority over other BN algorithms, and 
behavior with different sample sizes, as well as a 
theoretical comparison with other constraint-based 
algorithms. MMPC is one of a family of provably 
correct local algorithms [1]. The exploration of dif-
ferent heuristics, tests of independence, and measure 
of associations is also under way. 
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